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1 Introduction

Face recognition is a part of the wide area of pattern recognition
technology. Recognition and especially face recognition covers a range
of activities from many walks of life. Recognizing faces is an everyday
action for people in all over the world but inspite of being an easy human
process, it was a difficult one for the machines during the years. Over the
last years, face recognition has become a really popular area of research
in computer vision and one of the most succesful applications of image
analysis and understanding. Because of the nature of the problem, not
only computer science researchers are interested in it, but neuroscien-
tists and psychologists too. That’ s because it is widely believed that
a progress in computer science will provide useful insights to the other
areas of science into how human brain works and vice versa. Security is
another really important area that a face recognition system can be ap-
plied to. For instance, a face recognizing machine could allow automated
access control for buildings or enable a computer to recognize the person
sitting at the console. So, this wide interest, as well as the rapid develop-
ment of technology made the process of facial recognition to become an
almost solved one nowadays, as the machines are now able to recognize
faces with high accuracy. The progress is so big that the face recognition
nowadays does not take place only in still images, but also in 3D images
and videos.

The development of deep learning has helped greatly in this direction.
The entrance of the convolutional neural networks in image analysis has
become the determinant factor for the improvement in research. With
the CNNs we are now able to analyze and understand better the struc-
ture of the faces in images and to achieve better results in research. Big
industries like Facebook and Google have been interested in face recog-
nition and have made a great step to the solution of the problem. In this
context, we can notice that lately Facebook has developed an uncanny
ability to recognize friends in the photographs and tag them immedi-
ately after uploading the photograph. Facebook can now recognize faces
in images with a high accuracy, maybe better than humans do. On the
other hand, Google researchers Florian Schroff, Dmitry Kalenichenko,
and James Philbin published a paper in 2015 in which they constructed
a deep convolutional neural net, which after got trained with millions
of images was able to recognize faces with almost perfect accuracy. By
trying to make this product available in public Brandon Amos, Bartosz
Ludwiczuk and Mahadev Satyanarayanan created OpenFace. OpenFace
is a free and open source face recognition tool written in Torch and
Python, which is based on the paper published by Google.
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So the aim of this work is to describe in detail the paper of Google
and after, to use this open source tool, OpenFace to provide a Face
recognition system to the Workable Software company. In this direction
we will firsty make a history recap of the Face Recognition problem,
after we will explain what convolution neural networks are and how they
work, we will describe in detail the neural network that Google created
and finally we will use OpenFace to apply Face Recognition in a dataset
provided by Workable.
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2 Solving the Face Recognition problem

2.1 History of the Face Recognition problem

Face recognition rises from the moment that machines started to be-
come more and more ”intelligent” and had the advantage to fill in, correct
or help the lack of human abilities and senses. The first attempt of using
computers to recognize faces was made by Woody Bledsoe, Helen Chan
Wolf and Charles Bisson during the years 1964 and 1965. The problem
was the following: Given a very large database of faces and a photograph,
the problem was to select from the database a small set of records such
that one of the image records matched the photograph. The success of
the method could be measured in terms of the ratio of the answer list
to the number of records in the database. Bledsoe was really excited
by the results but beacause the funding was provided by an unnamed
intelligence agency, there was not much publicity of the results and little
of the work was published. As the author of the work said, the main
difficulties that he faced were these that human still suffer from even 50
years later, such as the variability of the images in head rotation and
tilt, lighting intensity and angle, facial expression, aging etc. This first
attempt was labeled man-machine because the human extracted the co-
ordinates of a set of features from the photographs, which were then used
by the computer for recognition. Using a graphics tablet, the operator
would extract the coordinates of features such as the center of pupils, the
inside corner of eyes, the outside corner of eyes, point of widows peak,
and so on. From these coordinates, a list of 20 distances, such as width of
mouth and width of eyes, pupil to pupil, were computed. These operators
could process about 40 pictures an hour. When building the database,
the name of the person in the photograph was associated with the list
of computed distances and stored in the computer. In the recognition
phase, the set of distances was compared with the corresponding distance
for each photograph, yielding a distance between the photograph and the
database record. The closest records were returned. Because it was un-
likely that any two pictures would match in head rotation, lean, tilt, and
scale (distance from the camera), each set of distances was normalized
to represent the face in a frontal orientation. To accomplish this nor-
malization, the program first tried to determine the tilt, the lean, and
the rotation. Then, using these angles, the computer undid the effect
of these transformations on the computed distances. To compute these
angles, the computer had to know the three-dimensional geometry of the
head. Because the actual heads were unavailable, Bledsoe (1964) used a
standard head derived from measurements on seven heads. So this was
the first attempt of the facial recognition. After this, there were also
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other approaches back on the 1970’s. There were two main approaches
that scientists tended to follow:

1. geometrical approach

2. pictorial approach

The geometrical approach uses the spatial configuration of facial fea-
tures. That means that the main geometrical features of the face such as
the eyes, nose and mouth are first located and then faces are classified on
the basis of various geometrical distances and angles between features.
On the other hand, the pictorial approach uses templates of the facial
features. That method uses the templates of the major facial features
and entire face to perform recognition on frontal views of faces.

The first human who created a fully automated face recognition sys-
tem was Kanade in 1973. He designed and implemented a face recog-
nition program which ran in a computer system designed only for this
purpose. The algorithm extracted sixteen facial parameters automati-
cally. In this work, Kanade compared this automated feature extraction
to a human or manual extraction, showing only a small difference. He
got a correct identification rate of 45-75%. During the next decade there
were a diversity of approaches followed. Some of them, like the one that
Mark Nixon presented, tried to improve the methods used, by measur-
ing subjective features. What Mark Nixon did, was to present a geo-
metric measurement for eye spacing. But apart from the improvements
in geometric approaches, the template matching approach was also im-
proved with strategies such as ”deformable templates”. This decade also
brought into research some completely new approaches. For example,
some researchers built face recognition algorithms using artificial neural
networks.

But the technique that really changed the way that scientists were
approaching the problem and soon became the dominant approach in the
field was eigenfaces. The first mention to eigenfaces in image processing
was made by L. Sirovich and M. Kirby in 1986. Their methods were
based on the Principal Component Analysis. Their goal was to represent
an image in lower dimensions without losing much information and then
reconstructing it. Their work was tended to be the beginning of many
other new-founded face recognition approaches.

The 1990’s saw the broad recognition of the before-mentioned eigen-
face technique as the basis for the first state of the art algorithms as
well as for some industrial applications. In 1992 Mathew Turk and Alex
Pentland of the MIT presented a work which used this method to rec-
ognize faces. Their algorithm was able to locate, track and classify a
subject’s head. So, since the 1990’s, face recognition area has received
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a lot of attention, with a noticeable increase in the number of publica-
tions. Many approaches have been taken, which have led to different
algorithms. Some of the most relevant except the PCA method are ICA
(Independent Component Analysis), LDA (Linear Discriminant Analy-
sis) and their derivatives, Discrete Cosine Transform, Gabor Wavelet.
But what had the most effective impact in the face recognition problem
was the entrance of the convolutional neural networks in research.

2.2 Convolutional Neural Networks

2.2.1 Introduction

Convolutional neural networks is a class of deep, feed-forward artifi-
cial neural networks that have extremely succesful applications in image
analysis and processing. What the CNNs use, is a variation of multi-layer
perceptrons which have the great advantage that they require minimal
preprocessing. The first use of the convolutional neural networks was
for biological purposes, in which the connectivity pattern between neu-
rons was inspired by the organization of the visual cortex of animals. As
we have already mentioned, a great advantage of the CNNs compared
to other methods of image classification is their need for minimal pre-
processing. This means that the network can learn the filters that in
other algorithms were given by hand. That means that these networks
are independent from prior knowledge and they require minimum hu-
man effort. So, the convolutional neural networks have brought a great
revolution in image analysis, image classification as well as in tasks like
video or image recognition, recommender systems and natural language
processings.

2.2.2 Architecture overview

The architecture of the convolutional neural networks is very similar
with this of the standard neural networks. They consist of neurons that
have learnable weights and biases. Each neuron receives some inputs,
performs a dot product and optionally follows it with a non-linearity.
The whole network expresses intuitively one score function: It takes as
input some raw image pixels and it produces some scores as output. As it
happens with the normal neural networks there still exists a loss function
and all the tricks/tips we have learned still can be applied here. What
changes here and is the beginning for new techniques and ideas is that
the inputs of the network are images. This fact allows us to change in a
manner the architecture of the networks in order to take better results,
by taking into consideration the properties of the images. These make
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the forward function more efficient to implement and it can also reduce
the number of parameters of the network.

For the regural neural networks we can recall that there is an input
layer, many hidden layers and finally there is the last layer, the output
layer which in classification tasks represents the class score. The partic-
ularity of this kind of networks is that each hidden layer is consisted of
neurons, where each neuron is fully connected with all the neurons of the
previous layer, and where neurons of the same layer do not share any con-
nections with each other. So, that is the reason that the regural neural
networks do not work well with images. For example, if we had an image
of size 200×200×3, then the neurons would have 200∗200∗3 = 120, 000
weights. But as we would like to have more than one such neurons the
parameters would add up quickly, making the neural network slow to get
trained.

On the other hand the convolutional neural networks take advantage
of the fact that the input consists strictly by images and build their archi-
tecture in a more sensible way. More specifically, the CNNs have layers
that their neurons are arranged in 3 dimensions (height, width, depth).
As we will later see, the neurons in each layer are connected with a small
amount of neurons of the previous layer making the network more flexi-
ble. Finally, the output layer will be a single vector (the class vector for
classifications tasks). Here is a visualization:

Figure 1: Example of a regural neural network.
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Figure 2: Example of a convolutional neural network.

2.2.3 Layers of CNNs

A convolutional neural network is just a sequence of layers, and every
single layer transforms one volume of activations to another through a
differentiable function. There are four main types of layers to construct a
CNN which are the following: Convolutional layer, ReLU layer, Pooling
layer and Fully-Connected layer (as in the regural neural networks). So,
by using these four types of layers a convolutional neural network trans-
forms a bucket of pixels into a single vector. Another really important
observation is that not all of the before-mentioned layers have param-
eters. For example, the CONV/FC do, but the RELU/POOL do not.
Here is an example of the activations of a convolutional neural network:

Figure 3: Example of the activations of a ConvNet architecture. The
initial volume stores the raw image pixels (left) and the last volume stores
the class scores (right). Here, the top five scores are presented. Each
volume of activations along the processing path is shown as a column.

We are now ready to see the details for each different type of layers.
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Convolutional Layer

The convolutional layer is the core of a convolutional neural network.
As we have already mentioned the input of each layer has three dimen-
sions. Its height, width and depth. The convolutional layer consists of
a number of learnable filters. Every filter is small spatially (height and
width) compared to the input but always has the same depth. For ex-
ample if an input image has dimensions 200 × 200 × 3 a typical filter
for the first layer might be of dimensions 5× 5× 3. During the forward
pass we slide (convolve) each filter across the height and width of the
input volume and we compute dot products between the parameters of
the filter and the input numbers at all the positions of the input vol-
ume. As we slide the filter in all over the height and the width of the
input volume, we produce a 2-dimensional activation map that gives the
responses of this filter at every spatial position. The intuition behind
the convolution layer is the following: During the forward pass, after
the training of the neural network, certain filters will be activated when
they see some specific type of visual feature. In the first layers the filters
will represent low-level features of the image like edges of some specific
orientation and in higher layers of the network will represent something
bigger, like a whole-wheel pattern or a head pattern. Now, to return to
our description, in each convolution layer we will not have just one filter,
but we will have an entire set of them. Each one of them will represent a
certain feature of the image. So, to recap, each filter will produce a dis-
tinct 2-dimensional activation map. By stacking these activation maps
together along the depth dimension we can have a new 3-dimensional
output volume.

The spatial extent of this connectivity is a hyperparameter which is
called the receptive field of the neuron (equivalently this is the filter size).
Let’ see now an example in order to understand better the filters.

Example
Let’s suppose that the input volume has size 32×32×3 as in the CIFAR-
10 dataset. If the receptive field has dimensions 5×5×3 then for this filter
all the neurons in the convolutional layer will have the same weights, so,
the total number of weights for this filter will be 5∗5∗3 = 75 weights (+1,
the bias parameter). So, each filter has as parameters these 76 weights.
If we use for example 20 filters, then the total number of weigths for this
convolutional layer will be 76 ∗ 20 = 1520.
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Figure 4: An example input volume in red (e.g. a 32x32x3 image), and an
example volume of neurons in the first convolutional layer. Each neuron
in the convolutional layer is connected only to a local region in the input
volume spatially, but to the full depth. Note, there are multiple neurons
(5 in this example) along the depth, all looking at the same region in the
input, which correspond to five different filters applied in the input.

We provide now a figure to understand better what happens with a
neuron in the convolutional layer.

Figure 5: In this figure, b is the value of the bias, w0, w1, w2, . . . , wn are
the weights of a filter and x0, x1, x2, . . . , xn are the values of a local region
of the input. So, each neuron will compute a dot product of its filter’s
weights with the input. This dot product will be followed by a non-
linearity like in the regural neural networks. The big difference is that
now the connectivity between neurons is restricted to be local spatially.

Example
Let’s see now another example, in which we can see how a specific filter is
activated. As we have already mentioned the filtes can be seen as feature
identifiers. Let’s say our first filter is 7 x 7 x 3 and is going to be a curve
detector. (In this section, let’s ignore the fact that the filter is 3 units
deep and only consider the top depth slice of the filter and the image, for
simplicity). As a curve detector, after the training, the filter will have a
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pixel structure in which there will be higher numerical values along the
area that is a shape of a curve.

Let’s now visualize this mathematically. When we have this filter
at the top left corner of the input volume, it computes multiplications
between the filter and pixel values at that region. Now let’s take an
example of an image that we want to classify, and let’s put our filter at
the top left corner.

What we have to do is to multiply the values in the filter with the
original pixel values of the image.
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Basically, in the input image, if there is a shape that generally resem-
bles the curve that this filter represents, then all of the multiplications
summed together will result in a large value! Now let’s see what happens
when we move our filter.

The value is much lower. Actually, it is zero. This is because there
wasn’t anything in the image section that responded to the curve detector
filter. Remember, the output of this convolutional layer is an activation
map. So, in the simple case of a one filter convolution (and if that fil-
ter is a curve detector), the activation map will show the areas which
are the most likely to be curves in the picture. The high value means
that it is likely that there is some sort of curve in the input volume that
caused the filter to activate. The top right value in our activation map
will be 0 because there wasn’t anything in the input volume that caused
the filter to be activated (or more simply said, there wasn’t a curve in
that region of the original image). Remember, this is just for one filter.
This is just a filter that is going to detect lines that curve outward and
to the right. We can have other filters for lines that curve to the left
or for straight edges. The more filters, the greater the depth of the ac-
tivation map, and the more information we have about the input volume.
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Spatial arrangement Up to now we have seen how each neuron of
the convolutional layer interacts with the input layer, but we haven’t
discussed how many neurons there are in the output volume or how
they are arranged. The size of the output volume is controlled by three
hyperparameters: the depth, the stride and the zero-padding. Let’s see
the role of each one of these parameters:

• depth. As we have discussed previously the depth corresponds to
the number of filters which we would like to use, each one learning
to find something different in the input.

• stride. The stride is how many pixels we slide one filter. For
example if the stride is 1, then we move one pixel at a time. If the
stride is 2, then we move two pixels at a time, etc. Most of the
times the stride does not get bigger than 2.

• zero-padding. It is convenient sometimes for the construction
of a convolutional neural net to pad the input volume with zeros
around the borders. The size of this zero-padding is a hyperparam-
eter. What we try to achieve by this zero-padding is to control the
spatial size of the output volume. The most common use of zero-
padding is to preserve the spatial size of the input volume so the
input and output width and height are the same. If there was no
zero-padding then after each convolutional layer the volume would
decrease and the neural net would become too small spatially from
the first layers.

There is a simple formula for computing the spatial size of the output
volume. If W is the input volume size, F is the receptive field, P is the
amount of zero padding used on the borders and S is the stride which
was applied, then the number of neurons that will be produced in the
output layer will be:

((W-F+2P)/S)+1

For example, if the input volume is 10 × 10 and a 3 × 3 filter is used
with a stride 1, and pad 1 then we will get again a 10 × 10 output. If
the stride is 3 then we will get a 4× 4 output. The strides share for sure
some constraints in order to be applicable. For example if W=10, P=0
and the filter size F=3, then the use of a stride of size S=2 would lead
to production of 4.5 neurons on the output volume, which is an illegal
expression for our network. So, we have to be really careful during the
construction of the neural net, in order to avoid this kind of errors.

Parameter sharing Parameter sharing scheme is used in order to reduce
the number of parameters. If it was for each one of the neurons in the
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convolutional layer to have its own weights, there would be a big increase
in the amount of weights that had to be computed. So, what we do, is a
simple but very reasonable assumption. This is, that if a feature is useful
to be computed at some spatial position (x, y), then it should also be
useful to be computed at a different position (x2, y2). In other words,
as we have already mentioned, each filter tries to find a single feature of
the input volume. So, the assumption is that we don’t care about the
position that this feature exists. We just care if it exists. So, with this
assumption in mind we can reduce significantly the number of weights,
as each depth slice (a volume of size 55×55×96 has 96 depth slices) uses
the same weights in all its neurons. For example if the input is of size
227× 227× 96 and we use a filter of size 11× 11× 3 with P=0 and S=4,
then there will be 55 neurons in each depth slice. If we use 96 different
filters then we will have at the convolutional layer 55 ∗ 55 ∗ 96 = 290.400
neurons. If there was no parameter sharing we would have to compute
for each one of these neurons 11 ∗ 11 ∗ 3 = 363 weights. So the total
amount of weights would be 105.705.600. But after the assumption that
we made we only have to compute 363 ∗ 96 = 34.848 unique weights.

Figure 6: Example filters learned by Krizhevsky et al. that won the
ImageNet challenge in 2012. Each of the 96 filters shown here is of size
[11x11x3], and each one is shared by the 55*55 neurons in one depth slice.
Notice that the parameter sharing assumption is relatively reasonable: If
detecting a horizontal edge is important at some location in the image,
it should intuitively be useful at some other location as well due to the
translationally-invariant structure of images. There is therefore no need
to relearn to detect a horizontal edge at every one of the 55*55 distinct
locations in the Conv layer output volume.
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ReLU Layer

After each convolutional layer it is convention to use a non-linear
layer (or activation layer). The purpose of these layers is to introduce
non-linearity to a network that basically has just been computing lin-
ear operations during the convolutional layers. In the past, non-linear
functions like the sigmoid or tanh were used, but during the last years
the researchers found out that the use of the ReLU function can produce
better results, because the network can get trained a lot faster without
making a significant change to the accuracy. The ReLU layer applies the
function f(x) = max(0, x) to all of the values of the input volume. More
specifically, this layer just changes all the negative activations to 0. As
a result, this layer increases the nonlinear properties of the model and
the overall network without affecting the receptive fields of the conv layer.

Pooling Layer

It is really common in the architecture of the Convolutional Neural
Networks to use a Pooling Layer in-between successive Convolutional
Layers. What we try to achieve with the insertion of this kind of layers
is to periodically reduce the spatial size of the representation to reduce
the amount of parameters and computation in network and also to control
overfitting. The Pooling Layer operates separately on every depth slice of
the input and resizes it spatially. There are several ways to do the pooling
like the average pooling, the L2-norm pooling but the most common is
the maxpooling. The most common form is a pooling layer with filters of
size 2×2 applied with a stride of 2 at every depth slice of the input. The
result is that every depth slice is downsampled by 2 at height and width
which leads to the reduction by 75% of the activations. So every MAX
operation would in this case be taking a max over 4 numbers (2x2 region
in some depth slice). We should also mention that the depth dimension
remains unchanged.

Figure 7: Example of maxpooling with a 2× 2 filter and a stride of 2.
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So to summarize what the pooling layer does:

• It accepts a volume of size W1 ×H1 ×D1.

• It requires two hyperparameters: the spatial extent F and the stride
S.

• It produces a volume of size W2 ×H2 ×D2 where:

– W2 = ((W1 − F1)/S) + 1,

– H2 = ((H1 − F1)/S) + 1,

– D1 = D2.

• It introduces zero parameters.

Figure 8: Example of maxpooling with a 2× 2 filter and a stride of 2.

It is worth noting that there are two commonly used ways of the
maxpooling. A pooling layer with F=3 and S=2 (overlapping pooling)
and the most common F=2, S=2. Pooling layers with larger filter sizes
may be too destructive.

Another mention that is worth to say in this stage is that there are
many people who dislike the pooling operation and think that the con-
volutional neural networks can work without it. They propose an archi-
tecture which is consisted of several convolutional layers only. In order
to reduce the size of the layer they propose the use of larger strides in
the convolutional layers once in a while.
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Normalization Layer

Many types of normalization layers have been proposed for the CNN
architecture. But these layers have recently fallen out of favour because
in practice their contribution is minimal, if any.

Dropout Layer

Dropout layers have a very specific action in the convolutional neural
networks. They are used in order to help us avoid the problem of overfit-
ting. The idea of dropout is really simplistic. In this layer a random set
of activations is being ”dropped out” by being set to zero. The benefits
of a process like that is that it forces the network to be redundant. That
means that the network should be able to give the right answer even if
some activations are dropped out. So, this layer makes sure that the net-
work does not get too fitted to the training data. One worth mentioning
fact is that these dropout layers are used only during the training and
not during test time.

Fully-connected Layer

Neurons in a fully connected layer have full connections to all acti-
vations in the previous layer, as seen in regural Neural Networks. Their
activations can be computed with a matrix multiplication followed by
a bias offset. Fully connected layers are usually used as the last layers
of the CNN. For example, in a classification problem, the way that one
fully connected layer works is that it looks at the output of the previ-
ous layer (which as we remember, should represent the activation maps
of high level features) and determines which features most correlate to a
particular class. Apart from classification, adding a fully-connected layer
is also a (usually) cheap way of learning non-linear combinations of these
features. Most of the features from convolutional and pooling layers may
be good for the classification task, but combinations of those features
might be even better. It is worth mentioning that the only difference be-
tween the convolutional layers and the fully connected layers is that the
neurons in the convolutional layer are connected only to a local region in
the input and that the neurons that belong to the same depth slice in a
convolutional volume share parameters.
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2.2.4 Neural Nets Architecture

As we described in the previous section, the convolutional Neural
Networks are consisted of several types of layers. What we haven’t seen
so far is how these layers stack together to form a reasonable architecture.
The most common form of a CNN architecture stacks a few CONV-RELU
layers, followed them with POOL layers and repeats this pattern until
the image has been merged spatially to a small size. At some point, it is
common to stack some fully-connected layers. The last fully-connected
layer holds the output, such as the class scores. It is worth noting that
the first successful applications of Convolutional Neural Networks were
developed by Yann LeCun in 1990’s. From these, the best known is
the LeNet architecture that was used to read zip codes, digits, etc. We
present a figure in which we can see the architecture of the LeNet CNN.

Figure 9: Example of the LeNet neural network. This network was the
first successful application of the Convolutional Neural Networks and was
developed by Yann LeCun in 1990’s. This net was used to read zip codes,
digits etc.

Other popular architectures of Convolutional Neural Networks are:

• AlexNet The first network that turned Convolutional Neural Net-
works popular in Computer Vision was the AlexNet, developed by
Alex Krizhevsky, Ilya Sutskever and Geoff Hinton. The AlexNet
was submitted to the ImageNet ILSVRC challenge in 2012 and sig-
nificantly outperformed the second runner-up (top 5 error of 16%
compared to runner-up with 26% error). The network had a very
similar architecture to LeNet, but was deeper, bigger, and featured
Convolutional Layers stacked on top of each other (previously it
was common to only have a single CONV layer always immedi-
ately followed by a POOL layer).

• ZF Net The ILSVRC 2013 winner was a Convolutional Neural
Network from Matthew Zeiler and Rob Fergus. It became known

19



as the ZF Net (short for Zeiler and Fergus Net). It was an improve-
ment on AlexNet by tweaking the architecture hyperparameters, in
particular by expanding the size of the middle convolutional layers
and making the stride and filter size on the first layer smaller.

• GoogleNet The ILSVRC 2014 winner was a Convolutional Neural
Network from Szegedy et al. from Google. Its main contribution
was the development of an Inception Module that dramatically re-
duced the number of parameters in the network (4M, compared to
AlexNet with 60M). Additionally, this paper uses Average Pooling
instead of Fully Connected layers at the top of the ConvNet, elim-
inating a large amount of parameters that do not seem to matter
much. There are also several followup versions to the GoogleNet,
most recently Inception-v4.

• VGGNet The runner-up in ILSVRC 2014 was the network from
Karen Simonyan and Andrew Zisserman that became known as the
VGGNet. Its main contribution was in showing that the depth of
the network is a critical component for good performance. Their
final best network contains 16 CONV/FC layers and, appealingly,
features an extremely homogeneous architecture that only performs
3x3 convolutions and 2x2 pooling from the beginning to the end.
A downside of the VGGNet is that it is more expensive to evalu-
ate and uses a lot more memory and parameters (140M). Most of
these parameters are in the first fully connected layer, and it was
since found that these FC layers can be removed with no perfor-
mance downgrade, significantly reducing the number of necessary
parameters.

• ResNet Residual Network developed by Kaiming He et al. was
the winner of ILSVRC 2015. It features special skip connections
and a heavy use of batch normalization. The architecture is also
missing fully connected layers at the end of the network.

*The annual ImageNet Large Scale Visual Recognition Challenge (ILSVRC)
is a competition where research teams evaluate their algorithms on the
ImageNet dataset, and compete to achieve higher accuracy on several
visual recognition tasks.
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2.3 FaceNet: The Google Face Recognition algo-
rithm

2.3.1 Introduction

In order to solve the Face Recognition problem, Florian Schroff, Dmitry
Kalenichenko and James Philbin from Google, created FaceNet. FaceNet
is a deep convolutional neural network that tries to learn a mapping from
face images to a compact Euclidean space, where the squared L2 dis-
tances directly correspond to a measure of face similarity. So, faces of
the same person have small distances and faces of different persons have
big distances. After the production of this space, we are able to easily
solve problems like Face Verification, Clustering of images by implement-
ing standard machine learning algorithms with FaceNet embeddings as
feature vectors. For example, Face Verification involves thresholding the
distance between the two embeddings, Recognition becomes a k-NN clas-
sification problem and Clustering can be done using techniques like k-
means or agglomerative clustering. So, FaceNet is a deep convolutional
neural network which is trained to optimize the embedding itself. To
get trained, the network uses triplets of roughly aligned matching/non-
matching (positive/negative) faces generated using an online triplet min-
ing method which will be discussed later. The great advantage of this
work, except from the high accuracy that achieves, is that it represents its
image with a 128-dimensional vector. On the widely used LFW (Labeled
Faces in the Wild) dataset the system achieves an accuracy of 99.63%.
On YouTube Faces DB the accuracy is 95.12%.

Previous techniques Previous techniques for face recognition used a
classification layer trained over a known set of faces and then take an in-
termediate bottleneck layer as a representation used to generalize recog-
nition beyond the set of faces used for training. But the downsides of
this approach is its indirectness and its inefficiency. So, is only a hope
that the use of this bottleneck layer can generalize the method for faces
that the algorithm has not used during training. Also, by the use of this
bottleneck layer the represantation becomes very large (usually 1000 di-
mensions). Some work has reduced this dimensionality using PCA, but
this is a linear transformation that can be easily learnt in one layer of
the network.

So, as we said before the different approach that FaceNet uses, pro-
vides as output an 128-dimensional embedding which is trained directly
by a triplet loss function. The triplets consist of two matching face
thumbnails and a non-matching face thumbnail. The loss function aims
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to separate the positive pair from the negative by a distance margin.
Choosing which triplets to use turns to be a very important factor for
the accuracy of the algorithm. As we have seen during the years, different
poses and different illumination conditions were always headaches for the
solution of the face recognition problem. So, for someone to understand
the variability that the method can handle we provide the next figure.

Figure 10: This figure shows the output distances of FaceNet between
pairs of faces of the same and a different person in different pose and
illumination combinations. A distance of 0 means the faces are identi-
cal, while 4 corresponds to the opposite spectrum, two totally different
identities. As we can see, a threshold of 1.1 would classify every pair
correctly.

2.3.2 Method

FaceNet uses two different architectures. The first one is based on
the Fergus & Zeiler model which consists of multiple interleaved layers of
convolutions, non-linear activations, local response normalizations, and
max pooling layers. In addition to these layers there are some 1× 1× d
convolutional layers which proved to be very helpful. The second one
is based on the Inception model of Szegedy et al. which won the Ima-
geNet competition in 2014. These networks use mixed layers that run
several different convolutional and pooling layers in parallel and concate-
nate their responses. The details of these models will be discussed later.
The most important part of the approach lies in the end-to-end learning
of the whole system. To this direction the employment of the triplet loss
function is necessary. So the whole idea is the following: We want to
find an embedding f(x) from an input x into a feature space Rd, such
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that the square distance between all faces of the same identity is small,
independently of the variations in the pictures, and the squared distance
between faces of different identities is large.

Triplet Loss As we have already said the embedding f(x) lies in the
space Rd, where d is an integer. Also, there is the constraint that the
embedding lies in the d-hyperspere, so ||f(x)||2 = 1. What we try to
achieve with the triplet loss function is that an image xi

α (anchor) of a
specific person must be closer to all other images xi

p (positives) of the
same person and further from the images xi

n (negatives) of any other
person. We can see this in this figure:

Figure 11: The triplet loss minimizes the distance between the anchor
and the positive and maximizes the distance between the anchor and the
negative.

So, what we want to achieve is that:

||xiα − xip||2 + α < ||xiα − xin||2, ∀ (xi
α, xi

p, xi
n) ∈ T ,

where α is a margin that is enforced between positive and negative pairs,
T is the set of all possible triplets (let’s say N) in the training set. So,
after what we said, we can conclude that the loss that we should minimize
is the following:

L =
N∑
i

[
||f(xi

α)− f(xi
p)||22 − ||f(xi

α)− f(xi
n)||22 + α

]
+
.

But, if the training had to be done with all the possible triplets of the
dataset, there would be many triplets that would easily satisfy the pre-
vious equation. These triplets would not contribute to the training and
would also force the loss function to converge slower. So the idea is to
select hard triplets during training to contribute more to the improve-
ment of the model.

Triplet Selection In order to achieve fast convergence for the loss func-
tion it is really important to each time select triplets that not only vi-
olate the equation, but they violate it as more as it can be. So if we
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have an anchor xi
α, we want to select a positive xi

p (hard positive), such
that arg maxxip ||f(xi

p) − f(xi
α)||22 and xi

n (hard negative) such that
arg minxin ||f(xi

n) − f(xi
α)||22. But it is impossible in each step to find

the hardest triplets, because this would lead firstly to very slow training
and secondly would lead into poor training as mislabelled and poorly
imaged faces would dominate the hard positives and negatives. So, there
are two ways to overcome this issue:

• Generate triplets offline every n steps, using the most recent net-
work checkpoint and computing the argmin and argmax on a subset
of the dataset.

• Generate triplets online, but with using a mini-batch and not the
whole dataset to generate the triplets.

In this work we will present the second method. So, in each step we
choose a large mini-batch of the dataset and we select the argmin and
argmax within this mini-batch. But we have to be careful. In order to be
able to select anchor/positive examples and anchor/negative examples in
each triplet we should have both negative and positive examples in each
mini-batch. So, in the experiments that the researchers did, they sampled
the dataset, so this would have around 40 faces of the same identity per
mini-batch. Additionally, randomly sampled negative faces were added
to each mini-batch.

Instead of picking the hardest positive, the researchers used all the
anchor/positive examples in a mini-batch, while they were still selecting
the hardest negatives. This was decided, as this method was tended to
be more stable and also converged faster at the beginning of the training.
Also, instead of picking the hardest negative examples in a mini-batch,
they preferred to pick the so-called semi-hard. That’s because picking
the hardest negative examples each time could lead to bad local minima
early in training. So it proved to be helpful to select xni such that

||f(xi
p)− f(xi

α)||22 < ||f(xi
n)− f(xi

α)||22,

which are the before-mentioned semi-hard examples. We call these ex-
amples semi-hard because they are further away from the anchor than
the positive examples, but still hard because the squared distance is close
to the anchor-positive distance. Those negatives lie inside the margin α.

It was proved from the experiments, that selecting correct triplets
is really crucial in order to have fast convergence. On the one hand,
small mini-batches tend to improve the convergence during the Stochas-
tic Gradient Descent. On the other hand, implementation details make
batches of tens to hundreds of examples more efficient. In most of their
experiments, the researchers used mini-batches of around 1800 examples.
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2.3.3 Deep Convolutional Neural Networks

In all the experiments the CNN was trained using Stochastic Gra-
dient Descent, with standard back propagation and AdaGrad. In most
experiments the learning rate at the beginning was set to be 0.05, which
was later made to be smaller to finalize the model. The models were
initialized randomly and trained on a CPU cluster for 1.000 to 2.000
hours. The decrease in the loss (and increase in accuracy) slowed down
drastically after 500 hours of training, but additional training can still
significantly improve performance. The margin α was set to 0.2.

As we mentioned in the previous section two types of architectures
were used. One that was based on the Zeiler & Fergus CNN and one
that was based on GoogleNet style Inception model. The first one is
a model with 22 layers, 140 million parameters and requires 1.6 billion
FLOPS per image. The second one has almost 20 times less parameters
and requires 5 times less flops per image. So, their practical difference
lies in the number of parameters that each model uses, as well as in the
number of flops. Some of these models were dramatically reduced in size,
so they can be run in a mobile phone. All the models use ReLU layers
as the non-linear activation function.

Figure 12: This table shows the structure of one of the Zeiler & Fergus
based models with 1 × 1 convolutions added. The input and output
sizes are described in rows× cols×#filters. The kernel is specified as
rows× cols, stride and the maxout pooling size as p = 2
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Figure 13: NN2. Details of the NN2 Inception incarnation.

2.3.4 Datasets and Evaluation

The FaceNet was tested in four different datasets including the LFW
dataset and the YouTube Faces. The evaluation was done in the face
verification task. That means that given a pair of images, a squared L2
distance threshold D(xi, xj) was used to determine the classification of
the pair into same or different. All the pairs of images that belong to the
same identity are denoted with Psame, whereas all the pairs of images that
belong to different identities are denoted with Pdiff . The true accept set
is defined as:

TA(d) = {(i, j) ∈ Psame : D(xi, xj) 6 d} .

This set is consisted by the pairs of faces that were correctly classified as
the same at threshold d (true positives). The false accept set is defined
as:

FA(d) = {(i, j) ∈ Pdiff : D(xi, xj) 6 d} .

This set is consisted by the pairs of faces that were incorrectly classified
as the same at threshold d (false positives). The validation rate V AL(d)
for a given threshold d is set to be:

V AL(d) =
|TA(d)|
|Psame|

and the false accept rate for a given threshold d is set to be:

FAR(d) =
|FA(d)|
|Pdiff |
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Hold-out Test Set A hold out set of one million images was kept, with
distribution similar to the training set. For evaluation it was splitted
into 5 sets of 200k images each. The FAR and VAL rates were computed
on 100k× 100k image pairs. Standard error was reported across the five
splits.

Personal Photos This was a test set with similar distribution to the
training set, but was manually selected to have clear labels. It contained
3 personal photo collections with a total of around 12k images. The FAR
and VAL rates were computed across all the 12k squared pairs of images.

Academic Datasets

• Labeled Faces in the Wild (LFW) is the most popular dataset for
face verification. The standard protocol for unrestricted, labeled
outside data was followed and the mean classification accuracy and
the standard error of the mean were reported.

• YouTube Faces is a new dataset. In this dataset instead of verifying
pairs of images, pairs of videos are used.

2.3.5 Experiments

100M-200M of faces were used for training in which there were 8M
different identities. A face detector was running on these images and a
tight bounding box around each face was generated. Finally these face
thumbnails were resized to the input size of the network. Input sizes
ranged from 96 × 96 to 224 × 224 pixels. The experiments were done
using the following models:

• NN1 (Zeiler $ Fergus 220× 220)

• NN2 (Inception 224× 224)

• NN3 (Inception 160× 160)

• NN4 (Inception 96× 96)

• NNS1 (mini Inception 165× 165)

• NNS2 (mini Inception 140× 116)

Computation Accuracy Trade-Off We will firstly discuss the trade-
off between the accuracy versus number of FLOPS that a particular
model requires. For this we provide the following figure:
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Figure 14: FLOPS vs. Accuracy trade-off at 10−3FAR on the user la-
beled dataset of personal photos. Highlighted are the models we men-
tioned before.

In the previous figure it is interesting to see the strong correlation
between the number of FLOPS and the accuracy.

VAL rate We know present a table of the VAL rate for the different
architectures:

Figure 15: Mean validation rate VAL for different models on the hold-out
test set at 10−3 FAR.

ROC curves We will now discuss the performance of the models in
more detail. Overall, in the final performance the top models of both
architectures performed comparably. However, some models like the NN3
Inception model achieved good performance while reducing significantly

28



both the FLOPS and the model sizes. We now provide the ROC Curve
for our model on the personal photos test set:

Figure 16: The ROC curves for four different models on the personal
photos dataset.

While the largest model achieved a dramatic improvement compared
to the small NNS2, the latter can run significantly faster (30ms/image)
and can be used even on a mobile phone with good accuracy even for
clustering.

Sensitivity to Image Quality We now provide a table to see how
sensitive the models were to image quality:

Figure 17: The left table shows the effect on validation of the quality of
the jpeg images, while the right table shows the effect that the number
of pixels has on validation. This experiment was done with NN1 on the
first split of the test hold-out dataset.
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We can see that even with a quality of 20 the network has good results.
Also, we can see that the performance is very good for face thumbnails
down to a size of 120× 120 pixels and even at 80× 80 pixels the perfor-
mance is quite good. This is notable because the network was trained on
220 × 220 input images. If the network was trained with lower quality
images the performance could be even better.

Embedding dimensionality Various dimensions were explored for the
embeddings as we can see in the following figure:

Figure 18: The effect of the embeddings dimensionality of the NN1 on
the hold-out set.

Someone would expect the larger embeddings to perform at least as
good as the smaller ones, however, it is possible that they require more
training to achieve the same accuracy. That said, the differences in the
performance are statistically insignificant.

Amount of training data What the researches observed was that using
a bigger amount of training data could provide better results.

Figure 19: This table compares the performance after 700 hours of train-
ing for a model similar to NN2 but with smaller pixel inputs (96× 96).

It is obvious from the previous figure that using tens of millions of
training data can result in better accuracy, while only millions of training
data are not enough. Finally, using even more training data can make a
boost but the difference is not really significant.
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Performance on LFW The LFW dataset is the most famous dataset
for testing performances on tasks like face verification. The training
dataset was splitted into nine separate sets which were used to find the
L2−distance threshold. Verification was then performed on the tenth
test split. The optimal threshold for all except one split was 1.242. For
this last one, the optimal threshold was 1.256. The model was evaluated
in two datasets:

• Fixed center crop provided of the LFW provided thumbnail.

• A face detector was run on the provided LFW thumbnails. When it
failed to align the faces (2 times in the whole dataset) the previous
alignment was used.

We show now some of the failure cases:

Figure 20: Pairs of images that were incorrectly classified in the LFW
dataset.
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The classification accuracy was 98.87%± 0.15 when the first model
was used and the record breaking 99.63%±0.09 when the second model
was used. This performance was achieved by the NN1, but even the much
smaller NN3 achieved performance that is not statistically significantly
different.

Performance on the YouTube Faces To evaluate FaceNet on the
YouTube Faces database the researchers used the average similarity of
all pairs of the first one hundred frames that the face detector detected
in each video. The classification accuracy was 95.12%±0.39. Using the
first one thousand frames the accuracy was 95.18%, which was also a
record breaking for this dataset.

Face Clustering

Figure 21: Shown is an exemplar cluster for one user.
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The embeddings can be used in order to cluster a users personal
photos into groups of people with the same identity. We can see in the
previous figure one cluster in a users personal photo collection, generated
using agglomerative clustering. It is a clear showcase of the incredible
invariance to occlusion, lighting, pose and age.

2.4 OpenFace

OpenFace is a free and open source Face Recognition system with
Deep Neural Networks. It is a Python and Torch implementation of Face
Recognition with deep Neural Networks and is based on the Google’s
FaceNet paper that we described in the previous subsection. This work
was implemented by Brandon Amos, Bartosz Ludwiczuk and Mahadev
Satyanarayanan.

Implementation The implementation of OpenFace is based on some
simple steps. The purpose is to train a neural network which takes as
input an image and produces a numerical vector which represents the
image embedding. To achieve this, Openface uses Torch, Lua, luajit for
the training of the network and inference portions. The Python libraries
that are needed are numpy for arrays and linear algebra computations,
OpenCV for computer vision primitives and scikit-learn for classification.
Plotting scripts use matplotlib. The pre-trained face detector of dlib is
used in order to find faces in the pictures. The project structure as we
mentioned before is based on FaceNet.

Figure 22: OpenFace’s project structure

Preprocessing The face detection algorithm returns a list of bounding
boxes around the faces in an image. The illumination conditions as well
as the different poses can affect the quality of the model if the bound-
ing boxes were to be used as an input to the neural network. That’s
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why OpenFace uses a 2D affine transformation to make the eyes and
the nose appear in similar locations for the neural network input. For
this purpose the dlib’s face detector is used which detects 68 landmarks,
which are used for each face to get normalized. Given an input face, the
affine transformation makes the eye corners and nose close to the mean
locations. The affine transformation also resizes and crops the image to
the edges of the landmarks so the input image to the neural network is
96× 96 pixels. We provide an example of the affine transformation:

Figure 23: Example of OpenFace’s affine transformation.

Training The training of the neural network requires a lot of data. Un-
like FaceNet or DeepFace that have a private database of millions of
images, OpenFace uses a dataset of 500K faces for training. The neural
network maps a pre-processed image to a low-dimensional space. Open-
Face uses a modified version of FaceNet’s nn4 neural network. nn4 is
based on the GoogleNet architecture and the modified nn4.small2 vari-
ant reduces the number of parameters for a smaller dataset. OpenFace
uses FaceNet’s triplet loss as the error loss function, so the network pro-
vides an embedding on the unit hypersphere and Euclidean distance is
used to find the similarity between faces.

LFW Verification The LFW verification experiment predicts whether
pairs of images are of the same person. We remind that the LFW has
13,233 images from 5,750 people and this experiment provides 6,000 pairs
broken into ten folds. The accuracy in the restricted protocol is obtained
by averaging the accuracy of ten experiments. The data is separated
into ten equally-sized folds and each experiment trains on nine folds and
computes the accuracy on remaining testing fold. The OpenFace results
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are obtained by computing the squared Euclidean distance on the pairs,
and labeling pairs under a threshold as being the same person and above
the threshold as different persons. The best threshold on the training
folds is used as the threshold on the remaining fold. In nine out of ten
experiments, the best threshold was 0.99. In the next figure we see a
comparison of OpenFace’s accuracy with other techniques.

Figure 24: Accuracies of different models on the LFW dataset.

We also provide the ROC curve on the LFW benchmark of several
models. We remind that the ROC curve shows the tradeoffs between the
true positive rates and false positive rates. The area under the curve
(AUC) is the probability that the classifier will rank randomly chosen
faces of the same person higher than randomly chosen faces of different
people. Every curve is an average of the curves obtained from threshold-
ing each fold of data. Unfortunately, The FaceNet curve has not been
released and cannot be included in the graph.

Figure 25: ROC curve on the LFW benchmark with area under the curve
(AUC) values.

So, to conclude, OpenFace is an open-sourced Face Recognition li-
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brary trained on the largest datasets available for research. The training
dataset may be much smaller than these of the state-of-the-art models
FaceNet and DeepFace, but the accuracy and performance results remain
competitive.

3 Work in Workable

3.1 Introduction

Workable is one of the most popular recruiting software, trusted by
over 6000 customers to streamline their hiring. Workable provides the
tools for the recruiters to make hiring an easier and more friendly pro-
cedure. Transparent communication, organized candidate profiles, struc-
tured interviews and a full reporting suite gives hiring teams the infor-
mation they need to make the right choice.

A lot of companies which try to hire, trust Workable in order to find
the ideal employee for their position. So, the fact is that Workable has
in its database a great amount of CVs, personal information and images
of people from all over the world. So, the Workable team wanted to find
a way to decide if two CVs belong to the same person or not. Up to
now there have been made some efforts using several techniques to test
if two CVs belong to the same person or not, but the team was not that
happy with the results. So, in order to organize better their database,
as well as to provide a new tool to their customers the Workable team
wanted to construct a new face recognition tool. With this in hand they
would have another option to test if two candidates are the same or not
based on their images. So, the main problem was the following: Given
two images:

• Do they represent a face?

• If yes, does the face in the first picture belongs to the same person
as the one in the second?

In order to answer these questions I used Python libraries like dlib and
OpenCV and the open source tool OpenFace which I explicitly analyzed
in the previous section. So, the final tool I constructed, takes as input
two images and as output, it either informs the user that one or both of
the pictures do not represent a human’s face or, if both of them represent
a face, it informs the user if the faces in the images belong to the same
person or not.
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3.2 Description of the procedure

The whole procedure takes place in Python and the main tool which is
used is OpenFace. For the procedure, I used the pre-trained nn4.small.v2
model which is a deep neural network which is based on the Google’s
Inception model. This model has 3733968 parameters and achieves a
0.9292 accuracy in the standard LFW dataset. The images of the persons
are stored in separate files in the local disk. Each single file includes
images of a single person. So, the images that are stored in a subdirectory
represent a single person.

As we have already mentioned, the input of the program is two pic-
tures from the database. The first task that has to be completed is to
test if the pictures represent a face or not. As many of the images of the
users that exist in the database of Workable come from social networks,
it has to be confirmed that in the image is represented a face. Also, in
some cases there may exist not only one, but many faces in one single
image. For this purpose, I used a face detector from the dlib library of
Python which is able to detect all the faces that exist in one image. The
face detector that I used detects 68 landmarks, which after will be used
to align the face. If the detector does not detect a face it informs the user
that the procedure can’t be continued. In any other case, the procedure
is executed normally.

So, if the detector finds that both of the pictures represent a face then
the next step is to normalize the faces. So, the affine transformation that
is executed makes the eye corners and nose close to the mean locations
of the 68 face detectors’s landmarks. This transformation after aligning
the face it resizes it in 96× 96 dimensions and it also changes the colors
to make the images independent of illumination and colors variation.

Now, the faces are ready to get compared. As we have already men-
tioned in the previous paragraph the output of the neural network is
a 128-dimensional vector. That means that each normalized face of an
image is mapped into a 128-dimensional space. The comparison is done
with the squared Euclidean metric. As the vectors all belong to the unit
hypersphere, the squared Eucalidean distance can take values into [0, 4].
If in an image are represented two or more faces then the comparison
takes place for all of them. So, if for example after a forward pass in the
neural network the output vector of an image is x1 and the output vector
of the second image is x2, then the decision will depend on the value of
the quantity:

||x1 − x2||22.

If this value is lower than a given threshold then we take the decision that
the face belongs to the same person, else if the value is higher than the
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given threshold then we take the decision that the picture does not belong
to the same person. The threshold as it is proposed from the OpenFace
experiments for the LFW is 0.99. But for our dataset is different as
we will see. If in an image are represented more than one persons, for
example x11, x12, . . . , x1n and x21, x22, . . . x2m then for each one of them
we calculate the distances:

||x1i − x2j||22, i = 1, 2, . . . n, j = 1, 2, . . .m

and if there exists at least one pair that the distance is lower than the
threshold then we take the decision that the images belong to the same
person. Intuitively, that means that in one picture there exists the one
person with his family, friends etc. and the same happens also in the other
image. So, the person that we search appears in both of the pictures.

3.3 Academic Datasets

As we have already described the OpenFace project was tested in
the LFW dataset having accuracy almost 93%. But what we wanted to
see is how OpenFace goes with other academic datasets. So we tested
OpenFace in the following two datasets:

• The Yale Face Database

• Georgia Tech Face Database

We firstly splitted each database in randomized pairs. Some of them
were showing the same person (positive pairs) and some of them were
showing different persons (negative pairs). For each dataset we calcu-
lated some statistics (Accuracy, Precision, Recall, F-score, ROC Curve,
AUC, Precision-Recall plots, Distances plot) and we produced some ex-
treme examples of false positives and false negatives. By extreme I mean
examples where the program was highly confident that the results were
negative while they were positive and the opposite.

3.3.1 The Yale Face Database

The Yale Face Database contains 165 grayscale images of 15 individ-
uals. There are 11 images per subject, one per different facial expression
or configuration: center-light, with or without glasses, happy, left-light,
normal, right-light, sad, sleepy, surprised, and wink. Here is an example
of the faces of a single subject in the dataset. In this example we can see
our exemplar in all the possible conditions as these described previously.
We can see the variation in light and in the expressions of his face:

38



(a) (b) (c) (d) (e) (f)

(g) (h) (i) (j) (k)

Figure 26: Example of all faces of a person in Yale Database.

As we said before we splitted the data into positive-negative pairs
and we found some statistics to test the accuracy of our program. More
specifically, we produced randomly 300 positive pairs and 600 negative
pairs. The first metric that had to be found was the threshold, which
would help us to classify the pairs of images in the best way. So, by
keeping the pairs stable, I ran the program for different values of the
threshold in order to find the threshold which leads to the best accuracy
of the algorithm. We remind that for the LFW dataset the OpenFace
team found that the best threshold is 0.99. In order to take a first insight
about the values of the threshold that are close to the best, we provide
a plot for the distances between each pair:

Figure 27: Distances plot of the Yale Face Database.
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In the previous figure we have set with green colour the distances
of the negative pairs and with red the distances of the positive pairs.
From the previous figure we can see that for distances between 0 and 0.6
the pairs are almost all positive and for values larger than 1 the pairs
are almost all negative. So, we can conclude that the best threshold
must lie in the interval [0.6, 1]. But let’s see how the different values
of the threshold change the accuracy, the precision and the recall of the
algorithm in order to be sure about our conclusions:

Threshold Accuracy Precision Recall

0.62 0.927 0.921 0.854
0.66 0.93 0.915 0.857
0.70 0.93 0.895 0.892
0.74 0.927 0.876 0.909
0.78 0.92 0.852 0.92
0.82 0.92 0.847 0.927
0.86 0.921 0.843 0.937
0.90 0.919 0.836 0.941
0.94 0.91 0.814 0.944
0.98 0.9 0.786 0.958

So, as we see, 0.70 is the threshold for which we achieve the best
accuracy. The F1-score for this threshold is 0.893. We also see that
as the threshold increases the precision gets lower and the recall gets
higher. That is normal, because as the threshold increases the algorithm
will provide more false positives as it will classify as positives, pairs that
have a large distance. On the other hand, the algorithm will provide fewer
false negatives, because a pair will need to have a very large distance to
be classified as negative. Let’s now take a look in some graphs for the
precision and recall in order to have a wider vision of our results. We
firstly show the ROC Curve:

Figure 28: ROC curve of the Yale Face Database.
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Also the AUC (Area Under the Curve) value is 0.977, a value close to
the AUC value of the LFW dataset. We now provide a Precision-Recall
plot, to see how the values of precision and recall change with the change
of the threshold value.

Figure 29: This figure shows how the values of precision and recall change
for different values of the threshold.

So, we see that if the threshold is less than a number close to 0.7
the precision is higher than recall and if we surpass this value, the recall
starts getting larger. Finally, we provide the precision-recall graph.

Figure 30: This figure shows the precision-recall graph.

So, after the presentation of these graphs we can see that our program
does really well on this dataset. The ROC curve, the value of the AUC,
as well as the precision-recall graph are quite good. But it would be really
interesting to see for which pairs the algorithm failed to give the right
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answer. For this reason, I will provide some pairs of images for which
the algorithm was ”sure” that gave the right answer but failed. So, I will
give some extreme false positives (negative pairs that the distance was
lower than 0.4) and some extreme false negatives (positive pairs that the
distance was higher than 1.2):

(a) (b)

(c) (d)

(e) (f)

Figure 31: Extreme False Positives.

In the previous examples we can see that even for a human eye it
would be diffcult to find the differences between the pairs. In the false
negatives examples we can see that even if the algorithm does really well
in general, there are cases that it fails to produce the right answer. We
see that the effect of the different illumination conditions, as well as the
effect of the changes in the expressions of the face can lead the algorithm
to take the wrong decision.
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(a) (b)

(c) (d)

Figure 32: Extreme False Negatives.
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3.3.2 The Georgia Face Database

The Georgia Face Database contains images of 50 people. For each
individual, there are 15 color images with cluttered background taken at
resolution 640 × 480 pixels, captured between 06/01/99 and 11/15/99.
The average size of the faces in these images is 150 × 150 pixels. Most
of the images were taken in two different sessions to take into account
the variations in illumination conditions, facial expression, and appear-
ance. In addition to this, the faces were captured at different scales and
orientations. As before we firstly give an example of all the pictures of a
single person in the dataset:

(a) (b) (c) (d) (e)

(f) (g) (h) (i) (j)

(k) (l) (m) (n) (o)

Figure 33: Example of all faces of a person in Georgia Database.

For the Georgia Database, we splitted the data into randomly pro-
duced 400 positive pairs and 800 negative pairs. As in the previous
dataset, we firstly had to pick the threshold that would better classify
our pairs. So, firstly we would like to see the distances plot in order to
see where the distances of the produced pairs lie. With the red colour
are represented the distances between the positive pairs and with green
colour the distances of the negative pairs. As we can see in the plot for
distances between 0 and 0.75 the pairs are almost all positive, while for
distances larger than 0.95 the pairs are almost all negative. So we expect
the best threshold to lie in the interval [0.75, 0.95].
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Figure 34: The distances plot for the Georgia dataset.

Let’s see now a table for accuracy, precision and recall for different
values of the threshold.

Threshold Accuracy Precision Recall

0.62 0.967 0.969 0.93
0.66 0.973 0.965 0.955
0.70 0.975 0.956 0.97
0.74 0.978 0.949 0.985
0.78 0.974 0.838 0.988
0.82 0.968 0.923 0.988
0.86 0.968 0.915 0.995
0.90 0.962 0.899 0.998
0.94 0.953 0.875 1.0
0.98 0.949 0.868 1.0

So, we can see that the best accuracy is achieved for threshold 0.74.
The precision for this threshold is 0.949 and the recall is 0.985. Also,
the F1-score for this threshold is 0.966. Let’s now see some graphs about
the precision and the recall as we did for the previous dataset. More
specifically, we will provide the ROC curve, the AUC value, a plot which
shows a Precision/Recall plot for different values of the threshold and
finally the Precision/Recall graph. We begin with the ROC curve:
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Figure 35: The ROC curve for the Georgia dataset.

We see that the ROC curve for this dataset is almost perfect. The
AUC value is 0.9975 which is almost perfect too. We now provide the
Precision-Recall plots.

Figure 36: This figure shows the precision and recall values for different
values of threshold for the Georgia dataset.

In this graph we can see that for a threshold value of 0.7 the precision
and the recall become the same. Also, we can see that the recall becomes
1 too fast, which means that even for small values of the threshold we
will have no false negatives.
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Figure 37: This figure shows the precision-recall graph for the Georgia
dataset.

The precision-recall graph as it was expected from our previous re-
marks is almost perfect too. So, in general for this dataset the things are
really better than the previous one. We can imagine that the pairs of
this dataset are easier to be classified and this is proved by the results.
But even for this well-classified dataset there are some extreme cases that
deserve to be discovered. Let’s see as before, some of these extreme cases.
Firstly, let’ see some extreme false positives that the algorithm produced.
By extreme false positives we mean negative pairs with distance lower
than 0.5. After that, we will see some extreme false negatives. As we saw
before in the Precision-Recall/Threshold plot there are no really extreme
false negatives, as the recall for a threshold value larger than 1 was 1.0.
So, we will provide the most extreme pairs that we can. These pairs are
the ones which are positive but the algorithm finds for them distance
larger than 0.85.
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(a) (b)

(c)

Figure 38: Extreme False Positives

We see with great surprise that the algorithm has done a serious
mistake by classifying a woman-man pair into positives. On the other
hand, for the false negative results we can see that the wrong results are
produced due to some rotation of the head and to different expressions.

(a) (b)

(c)

Figure 39: Extreme False Negatives
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3.4 Workable Dataset

After testing the algorithm in the academic datasets of the previous
section, we are now ready to provide our results for a small dataset
coming from Workable. The dataset includes 25 different people, each
one of them having several pictures. For privacy reasons I was not able
to have a bigger dataset. For privacy reasons again, I am not able to
show any of the pictures, that’s why I will try to describe the dataset.
The dataset includes images of persons coming from social networks. So,
the variety in quality of the images, in illumination and in the facial
expressions is huge. Another big problem that can be difficult for us is
that many people in social networks do not use their own picture in their
profile, but they may use a picture of them with frends, with family etc.
Some may not have any face at all. So, we have to take care of the fact
that some of the pictures may not represent a face. As we have explained,
our algorithm can discover these pictures and it does not consider them
in the analysis.

So, in order to test the accuracy of the algorithm in the Workable
dataset we firstly splitted the set into randomly produced positive and
negative pairs. More specifically we produced 100 positive and 200 nega-
tive pairs. As we have already seen, each dataset has a different threshold
for which the best accuracy is achieved. So, what we have to do at first is
to find the threshold which maximizes the accuracy of this dataset. For
this reason, we will show our well-known distance plot to take a picture
of the distances in the Workable dataset.

Figure 40: This figure shows the distances plot for the Workable dataset.
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Like we did in the academic datasets, the red colour is used to repre-
sent the distances between positive pairs and the green colour is used to
represent the distances between negative pairs. The optimal threshold
seems to lie in the interval [0.7, 1.0]. An interesting note that someone
can make at this point is that from the distances plot we can see that
some positive pairs have really large distances, much larger than the pos-
sible threshold. That means that there exist in the dataset pairs that
are positive, so they represent the same person, but the distance between
them is really large. So, we expect the algorithm to produce many false
negatives even for relatively big values of the threshold. But let’s see
now what is the optimal threshold and how the accuracy, the recall and
the precision are influenced by this.

Threshold Accuracy Precision Recall

0.7 0.856 0.965 0.598
0.74 0.86 0.95 0.62
0.78 0.856 0.921 0.63
0.82 0.863 0.923 0.652
0.86 0.856 0.896 0.652
0.90 0.852 0.882 0.652
0.94 0.852 0.871 0.663
0.98 0.838 0.824 0.663
1.02 0.841 0.818 0.685
1.06 0.834 0.79 0.696
1.1 0.834 0.776 0.717

So, from our experiments we can conclude that the best threshold for
this dataset is 0.82. This value is larger from the threshold we found
in the academic datasets. Also, the accuracy of the algorithm by using
this threshold is 0.863 the smallest so far, even smaller than the LFW
dataset. The precision for this threshold is 0.923 and the recall is 0.652.
Finally, the F1-score is 0.764. So, we can see that all the numbers are
a bit lower than in the academic datasets, but that is normal because
as we have already said the dataset is more complex. As we expected
from the distances plot, there are in fact many false negatives, so the
recall is the metric that is mostly influenced in comparison to our pre-
vious experiments. Let’s see now the graphs for the ROC curve, the
Precision and Recall plots for various values of the threshold as well as
the Precision/Recall graph.
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Figure 41: This figure shows the ROC curve for the Workable dataset.

The ROC curve is quite good and the area under the curve value is
0.898.

Figure 42: This figure shows the values of the precision and the recall for
the different values of the threshold for the Workable dataset.

So, for the Workable dataset the value of the threshold has to become
almost 1.1 for the recall and the precision to be the same. Also, the value
of the precision and the recall for this value of the threshold is almost
0.75. We will now provide the Precision/Recall graph:
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Figure 43: This figure shows the Precision/Recall graph for the Workable
dataset.

The Precision/Recall graph is good too, but not as good as in the
academic datasets.

In general, we can say that even if the dataset is difficult and we
are not even sure if a positive pair actually shows the same person, the
algorithm can produce satisfying results. The metrics may not achieve
the values that they achieve in the academic datasets, but the results are
still good.

3.5 Conclusion

So, to conclude, we tested OpenFace in several datasets and we saw its
performance. What we can say is that the results in academic datasets,
where the faces are clear, the quality of the images is good and there is
only one person in the images the results are really good. But even in
the more difficult Workable dataset which includes images which come
from different resources and there is a big variety in the quality and in
the format of the images the results are still good, which means that we
have in hands a powerful tool for Face Recognition.
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